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ABSTRACT

Police agencies expend considerable effort to anticipate future incidences of crim-
inal behaviour. Since a large proportion of crimes are committed by a small group
of individuals, preventive measures are often targeted on prolific offenders. There is
a long-standing expectation that new technologies can improve the accurate iden-
tification of crime patterns. Here, we explore big data technology and design a
machine learning algorithm for forecasting repeated arrests. The forecasts are based
on administrative data provided by the national Chilean police agencies, including
a history of arrests in Santiago de Chile and personal metadata such as gender and
age. Excellent algorithmic performance was achieved with various supervised ma-
chine learning techniques. Still, there are many challenges regarding the design of
the mathematical model, and its eventual incorporation into predictive policing will
depend upon better insights into the effectiveness and ethics of preemptive strate-
gies.

KEYWORDS
Data analytics; repeated arrests; predictive policing

1. Introduction

Over past decades, there has been an increasing expectation that technological ad-
vances in data collection and analysis hold the key to improved effectiveness in polic-
ing (Ridgeway 2018). To an extent, some of the promised benefits of information
technology have already occurred, leading to improved policing operations in many
different aspects (Chan 2003). One of the most impressive technological advances is
the capacity to collect large amounts of information, and extract valuable information
from various coupled data sets; that is, the rise of big data technology (Ferguson 2017).

In the field of data analytics, the most powerful techniques are often based on the
concept of machines that can learn from historical data and make accurate forecasts
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for a specific objective, such as a risk assessment of criminal behaviour (Berk 2019).
Despite the promises of information technology, many algorithmic, operational and
ethical challenges remain (Ozkan 2019), and further scientific evaluations are needed
before a widespread application to predictive policing can be adopted (Bennett Moses
and Chan 2018). For example, the effectiveness of machine learning often depends on
practical contexts, such as data provenance and legal restrictions. These are specific
to each country and depend on the proposed objectives of the technology. With this
in mind, this present work studies the feasibility of using machine learning technology
to forecast multiple arrests, based on administrative data from the national Chilean
police agencies. This is a less research-intensive context, and the design choices of the
proposed algorithms have an impact on the extent to which machine learning can be
applied to policing operations. It is shown that, even though there are many challenges
and restrictions, excellent algorithm performance can still be achieved.

1.1. Big data and policing

The tremendous advances in information technology over recent decades have im-
pacted many aspects of society, including criminology (Smith et al. 2017). Nowadays,
large amounts of data are collected by multiple instruments, stored on large memory
devices, and analysed by efficient algorithms. This trend towards big data has already
had a strong influence on industrial activity and the natural sciences, and the social
sciences have also begun to adopt it (Chan and Bennett Moses 2016). For example,
criminologists and police agencies have developed the technology to extract valuable
information from administrative data, to improve law enforcement and national secu-
rity (Chan and Bennett Moses 2017).

From among the many different aspects of big data technologies, public and private
agencies within the justice system have adopted several applications of computational
algorithms (Piquero and Weisburd 2009). The expectation on these technologies is that
the necessary software and know-how of big data will become increasingly accessible,
to the extent that some prepackaged solutions can be directly purchased from commer-
cial companies, or can be developed for specific purposes by agencies themselves. The
best-known examples are the assessment of offender risk to support correctional mea-
sures (Bonta 2002), and crime mapping to guide patrolling strategies (Bowers et al.
2004). The primary motivation for using information technology is often to make more
effective use of limited resources; for example, to reduce prison populations using se-
lective incarceration (Auerhahn 1999) and increasing crime deterrence by means of
optimised police visibility (Camacho et al. 2016).

A common reason for justice organisations to use forecasting algorithms is to an-
ticipate and act preemptively upon future events that are likely to occur. For exam-
ple, preventive measures such as surveillance can be targeted towards the locations
and people with a high likelihood of criminal behaviour. Machine learning algorithms
generate these forecasts based on the assumption that patterns can be uncovered in
administrative data sets, revealing underlying “scripts” that govern behaviours that
may lead to reoffending. These preemptive strategies bear the promise of preventing
the incidence of crimes, and thus reducing the associated social costs (Egbert and
Krasmann 2019).

Despite its promise, the movement towards preemptive strategies also gives rise
to ethical dilemmas involving concepts such as privacy and the presumption of in-
nocence (Kerr and Earle 2013). For example, a critique levelled against this kind of
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application of information technology is its use of ‘data doubles,’ that is, the collection
and assembly of surveillance data—and decision making—based upon virtual identi-
ties rather than the persons themselves (Haggerty and Ericson 2000). Another concern,
particularly with regard to civil liberties, is the massive collection of additional infor-
mation on the subject of interest, known as ‘metadata’ (Newell 2014). Much of the
power of big data algorithms comes from its capacity to process and link metadata
that has not necessarily been made available for that purpose (Lyon 2014).

Information technology is only one part of the policing process, and its use still
requires a tight interaction between humans and machines (Edwards 2017). Indeed,
computer tools can provide valuable information on criminological phenomena and
thus support, augment, or potentially even replace, procedures currently performed
by police officers and crime analysts. The automation of human activities, and the
increased reliance on probabilistic and algorithmic reasoning, can be observed in the
entire process of predictive policing, including information gathering, data analytics,
and decision-making (Hannah-Moffat 2013). Still, the technology mainly automates
structured actions that are expected to be reproduced with little or no variation—
mimeomorphic actions (Collins and Kusch 1998)—such as the collection of data and
the searching of correlations. Conversely, actions that are expected to be adaptable to
contextual conditions—polimorphic actions—remain human tasks, such as the inter-
pretation of criminal phenomena and the planning of preventive strategies. Whereas
data-driven research gives valuable information, the actual decision-making remains a
human responsibility (Ozkan 2019). Along with the broader adoption of automation,
the responsibility of decision-making has seen a significant shift away from police of-
ficers and management, and towards software engineers (Eaglin 2017). For example,
algorithm developers are responsible for many design choices, such as the inclusion or
omission of variables, and the definition of study objectives.

1.2. Machine learning and policing

Recent developments in artificial intelligence have seen a fundamental shift away from
using traditional statistical methods that rely on explicit hypotheses to be tested,
and towards algorithms that rely on ‘machines,’ a programmed algorithm, that learn
from data and generate new insights (Breiman 2001). More specifically, to optimise a
specific objective such as finding target groups or accurately predicting future events,
machine learning algorithms automatically search for patterns within a data set. These
algorithms broaden the scope of information technology because they can incorporate
models that explain complicated patterns in the data set (Berk and Bleich 2013). This
capacity to manage complex structures improves the accuracy of the methodology
but, at the same time, complicates the interpretation of outputs (Brennan and Oliver
2013).

The increased complexity of big data technology mentioned above is one of the
major challenges in its practical adoption. Other critiques and ethical implications of
machine learning include their restrictive assumptions, impact on individuality, and
algorithmic biases. Consider, for instance, a central and implicit assumption of ma-
chine learning technology, namely, that the phenomenon under study is sufficiently
scripted and captured by the data at hand. In the absence of any patterns, the algo-
rithmic output could reflect incidental correlations that do not provide any valuable
information (Zwitter 2014), thereby risking ill-informed decisions.

Another issue raised by the use of machine learning techniques on personal data
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is its apparent conflict with the individuality of the people in the population. That
is, general patterns and structures that were detected in the data set are used to
make predictions about an individual. Therefore, it is not necessarily an individual’s
actions, or knowledge on the consequences of their actions, that determines the de-
cisions supported by the algorithm. It is, instead, the product of a snapshot of data,
thus impacting the moral agency of people (Zwitter 2014).

The increased usage of machine learning for policing has also generated debate
regarding its capacity to detect biased patterns in the data—and potentially to re-
inforce them—when making predictions. Any decision based on algorithmic outputs
can thus hurt social groups who have already experienced a history of biased ac-
tions from society in general, and police agencies in particular. For example, using
a synthetic population, Lum and Isaac (2016) find that predictive policing of drug
crimes disproportionately targets already over-policed communities. There is evidence
that points to the possibility of unbiased applications of these technologies, such as
a field experiment with the Los Angeles police (Brantingham et al. 2018) that did
not detect any statistically significant differences in the proportion of arrests across
racial or ethnic group with predictive policing. However, theoretical analysis of the
same methodology confirms that feedback loops reinforcing biases could be present in
the algorithm (Brantingham 2017). Recently, new algorithms have been designed that
seek to balance the overall accuracy with a notion of fairness (Mohler et al. 2018).
This approach could lead to a reduction in disproportionate minority contact with
the police (Wheeler 2019). In any case, the detection, interpretation, and reduction of
algorithmic biases remain active topics of research.

1.3. Case study of arrests in Chile

One of the most promising big data technologies for policing is the prediction of future
criminal behaviour. Given that a small group of individuals commit a large proportion
of offences (Sherman 2007), the idea of productively analysing administrative data
to generate actionable information, leading to the identification of those high-rate
offenders, is appealing. This idea is particularly promising in light of the availability
of large data sets and the development of powerful machine learning techniques (Berk
2019). Identifying prolific offenders from people that have been arrested can provide
valuable information when prioritising the limited resources of police agencies.

Since predictive policing based on big data is not yet proven technology (Ridge-
way 2018), there remains a need for more comparative studies of the assumptions,
inner workings, and performance of machine learning techniques. Research needs to
be performed in different contexts to provide insights into the generality of a data-
driven approach to anticipatory decision-making. It is a valid question whether results
achieved in one study can be generalised and applied to police agencies in different cul-
tural contexts, especially in less research-intensive regions. With this question in mind,
the goal of this present study is to assess the validity of machine learning tools applied
to administrative data from the Chilean national police. Specifically, we present a case
study on forecasting the occurrence of a future arrest, using administrative data in
Santiago de Chile. We emphasise the many technical and ethical decisions in the design
of machine learning algorithms, evaluate their algorithmic performance, and discuss
practical challenges.
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2. Data provenance and model design

In this section, the methodology and design choices in the preparatory phases of data
analytics will be explained, including data provenance and feature engineering (Eaglin
2017). The forecasting algorithm will be presented in Section 3.

All algorithms have been implemented in the open-source programming language
‘Python’ (van Rossum and Drake 2011), and extensive usage has been made of the
libraries ‘Pandas’ (McKinney 2010), ‘Scikit-Learn’ (Pedregosa et al. 2011) and ‘Mat-
plotlib’ (Hunter 2007). All calculations were performed on standard computer plat-
forms.

2.1. Data collection

This study considers historical data of arrests made in Santiago de Chile, which is a
Latin American city with a population of over seven million people. Chile’s criminal
investigation department (in Spanish, Polićıa de Investigaciones de Chile, known under
the acronym PDI) provided the data. The primary data set contains administrative
information about arrests made by the national Chilean police organisations, both
the PDI and Chile’s police department (in Spanish, Carabineros de Chile). Each data
entry in this set corresponds to one arrest, and lists an identification number for the
person arrested, the date of the arrest, and a description of the offence as declared by
the police officer. All arrests in the database were made in the metropolitan region
of Santiago de Chile between the years 2009 and 2018. In total, the data set contains
records of 777,724 arrests, involving 332,609 individuals.

The main goal of the study is to evaluate the feasibility of machine learning algo-
rithms for forecasting the likelihood of future arrests of people already known to police
agencies. For this purpose, reliable predictors of arrests have to be available from the
administrative data. Here, two categories of information will be distinguished: the his-
tory of arrests, and personal metadata. Information about the arrest history is vital
for the study because of its predictive value—prior arrests are significant predictors
of future arrests (Blumstein et al. 1986)—as well as for testing the accuracy of the
methodology. Furthermore, the algorithmic performance of predictive policing will be
significantly enhanced by metadata, that is, additional information concerning the
people encountered in the primary data set (Lyon 2014). Decisions about which meta-
data to consider, that is, which variables to include or exclude from the model, play
an essential role in constructing algorithmic tools and need to balance technical and
ethical aspects (Eaglin 2017). First, one has to consider the availability of information
to the end-user—in this case, the Chilean national police—and their legal restrictions
and technological capacity to analyse the data. Second, data should be included in
the model only when variables can reasonably be expected to have predictive value.
Third, the impact on ethical considerations, such as privacy and bias, need to be ac-
knowledged and, where possible, mitigated. Often, there are trade-offs between these
stated objectives.

Together with the already mentioned history of arrests, this study also includes the
following variables in the model:

• date of birth;
• gender;
• marital status;
• registered possession of a weapon;
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• number of direct family members with arrests in the time window considered;
and

• the declared type of offence for the arrest.

All metadata comes from data sets that were collected by government agencies and
curated by the PDI with international standards on data provenance. No public data
sources, such as social media and surveys, were used. Also, for ethical reasons, minors
were excluded from the study. Since the legal age to be held in custody in Chile is
sixteen years, all of the people included in the data set were of age sixteen and over
at the time of arrest.

Longitudinal studies on criminal careers, such as Piquero et al. (2003), point to
many more predictors for antisocial behaviour than the variables considered here.
Among them are informal social controls, substance misuse, employment satisfaction,
and socioeconomic situation. Even though the Chilean police could request much of
this information from public and private agencies, this is currently only available on a
case-by-case basis. This is not sufficient for big data techniques since their strength lies
in the detection of patterns in large data sets. While other empirical studies consider a
more extensive collection of predictors, the main variables in the literature are included
in this study; that is, age and gender are highly correlated with incidences of crimes,
and past behaviour remains the main predictor of future behaviour (Gendreau et al.
1996, Eaglin 2017).

One omission in the model worth emphasising is the lack of information on any
charges, convictions, or incarceration terms, after the arrest. This is due to the legal
restrictions of the national police agencies. Consequently, this article focuses solely on
arrests, independent of any possible later sentence. This limitation certainly restricts
the scope of usage in police agencies, and critical evaluation of its outcomes and
objectives is necessary. For example, the methodology needs to be adapted when the
aim is to study specific crimes that receive long sentences, such as homicides. Still, the
current study aims to design and evaluate a general decision-supporting algorithm for
anticipatory policing for which this omission of information is reasonable.

Furthermore, no information on racial makeup or nationality was available, nor the
location of the arrest. This, however, does not necessarily entail the absence of any
algorithmic detection, or reinforcement of biases that might already be present in the
data set, or any skewed outputs for socially marginal groups. For instance, in the
present study, the information on family members could have been influenced by over-
policing. Also, group biases can covertly be present in the history of arrests (Harcourt
2015). The absence of reliable information about racial and socioeconomic variables
also prohibits the quantification of algorithmic impact on targeted groups in this case
study.

In the end, a trade-off had to be made: balancing data availability and predictive
value on one hand, and mitigating biases present in arrest data and administrative
information on the other hand. Within the process of designing the methodology, the
present study prioritises the computational performance of machine learning, while
acknowledging that the mitigation of algorithmic biases needs to be addressed before
the eventual application to predictive policing.

2.2. Categorisation of arrests

The primary data set on arrests originates from digital accounts that are manually
reported by police officers when performing the arrest. Relevant information for this
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study includes the date of arrest, an identification number for the person being ar-
rested, and a description of the observed offences leading to the arrest, among other
data. The last item is a non-structured text field which requires further processing
to become useful for machine learning algorithms. To this end, a semi-automatic text
recognition algorithm was developed. Keywords such as ‘robbery’ and ‘theft’ (in the
Spanish language) are automatically detected in the records, and a predefined set of
rules assigns the account to an offence category.

The need for categorisation of offence types leads to another design choice to be
made: the number and definition of categories. The number of categories has to be suf-
ficiently small for convenient interpretation by the analyst, but also sufficiently large
to allow for the generation of knowledge and effective decision-making. After balancing
these factors, nine different categories were chosen. This decision was based on the ex-
periences of PDI’s analysts and the literature on the social costs of crimes (Domı́nguez
and Raphael 2015). The categories are robbery, theft, fraud and counterfeiting, mur-
der, vandalism, drug trafficking, sexual assault, harassment and assault, and others.
See McCollister et al. (2010) for detailed descriptions of these categories.

2.3. Descriptive statistics of longitudinal data

From the vast body of longitudinal studies on criminal behaviour, different pathways
into and out of criminal careers can be identified (Piquero et al. 2003). For instance,
there is strong empirical evidence that age and gender are among the primary corre-
lates of criminal trajectories, often represented by age-crime curves (Gottfredson and
Hirschi 1990, Piquero 2008, Britton et al. 2017). Since this case study is performed in
Santiago de Chile, which is situated in a less-intensively studied region, it is worth-
while verifying the presence of common patterns in the base population of the data
set considered.

Figure 1 depicts the number of arrests by age group, partitioned by gender. The
arrested people are predominantly male, accounting for 86% of the arrests. For both
genders, there is a sharp increase in the number of arrests with age, until a peak is
reached in early adulthood; then a slow decline afterwards. The empirical findings in
this particular data set are consistent with the age-crime curves described by other ad-
ministrative data and longitudinal surveys on criminal involvement (Farrington 2003,
Laub and Sampson 2003, Schwartz et al. 2009). The observation that the base pop-
ulation in the data set is similar to those found in the international literature builds
confidence in the realism and generality of this case study.

2.4. Group-based clustering

Even though each individual has a unique criminal trajectory, empirical evidence shows
that different groups of offenders can be distinguished based on their similarities (Nagin
2005). These groups are typically characterised by the number of arrests, the type of
offence, and personal information. The proper identification of a group of high-risk
offenders can help police agencies prioritise their resources and reduce the societal
harm of criminal behaviour (Sherman 2007).

Different techniques exist to detect offender groups in longitudinal data. For exam-
ple, latent class analysis can be used to identify different criminal careers (Bartolucci
et al. 2007). However, these probabilistic algorithms require a more extended time his-
tory than the nine years available in the data set studied here and are, therefore, not
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Figure 1. Histogram of the total number of arrests per age group separated by gender.

applicable. Another common technique is similarity-based clustering, which belongs to
the broader collection of unsupervised machine learning algorithms. As such, they do
not need any a priori definition of the groups. Instead, the algorithm automatically
detects groups and assigns data items to these clusters (Murphy 2012). The clusters of
people are based on their in-group similarity regarding combinations of features such
as age, gender, number of arrests, and type of arrests, among others.

Here, the k-means algorithm has been used for clustering because of its robust-
ness (MacQueen et al. 1967). For this algorithm, the number of clusters has to be
specified upfront. This choice depends on the variety of the data and the goals of the
study. That is, using many clusters results in homogeneous groups, but at the expense
of little distinction between different groups. On the other hand, using few clusters
means that the groups are more distinctive, but each of them is very heterogeneous.
In practice, a right balance is obtained at the point of inflection, where adding more
clusters does not considerably improve the homogeneity of clusters any more. Both
the Elbow method (Thorndike 1953) and the Silhouette Analysis (Rousseeuw 1987)
have been used as guidelines, indicating a number of six clusters.

After performing the clustering, the outcomes are not straightforwardly visualised
and interpreted. Since each individual is characterised by many variables, this would
require a multidimensional representation. A graphical visualisation thus involves the
reduction of the number of dimensions. Here, the t-Stochastic Neighbour Embedding
(t-SNE) algorithm has been used, because it preserves the similarity of data through
the dimension reduction process (van der Maaten and Hinton 2008).

As can be seen in Figure 2, the six clusters are indeed packed together in the
visualisation. Note that the axes of the figure do not have clear interpretations any
more after the automatic dimension reduction. The interpretation of these clusters
requires statistics on the historical arrests and demographics of the individuals in each
cluster. Table 1 summarises the main demographic information of each cluster, whereas
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Figure 2. Visualisation of the clusters after dimension reduction. Each marker is a different person from the
database.
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Table 1. Demographic information on the clusters.

Cluster

Variable One Two Three Four Five Six

% of individuals 32.14% 14.81% 12.77% 14.71% 13.83% 11.75%
% with registered weapons 8.76% 0.0% 0.0% 0.0% 0.0% 0.0%
% female 8.92% 15.87% 29.47% 15.43% 30.55% 29.87%
% marital status single 19.42% 25.27% 19.18% 23.43% 14.21% 28.44%

Figure 3. Share of each cluster in the different offence categories.

Figure 3 summarises the breakup of the clusters according to the offence category.
When comparing the demographic characteristics of the clusters, the only mean-

ingful distinction is in weapon possession: they are all clustered in the same group.
Thus, the automatic clustering algorithm did not detect any clear distinctions between
groups in terms of personal metadata. Instead, the main distinctive characteristic of
the clusters is the type of offence, that is, four clusters are dominated by only one
category of offence: drug trafficking (#3), harassment and assault (#4), theft (#5),
and fraud and counterfeiting (#6). Another cluster (#2) is dominated by the ‘other
offences’ category, and there is one cluster (#1) which unites all remaining individu-
als. The observation that clusters are primarily separated by offence type also means
that the clustering algorithm did not detect relevant distinctions in the number or fre-
quency of arrests. Hence, this model did not identify prolific offenders or groups with
differences in risk factors. Instead, a high rate of specialisation in offence category is
observed.

3. Forecasting model for re-arrests

Automatic tools that predict the likelihood of re-arrests are a valuable asset for an-
ticipatory analytics of police agencies. Here, a supervised machine learning technique
will be designed to forecast future arrests based on historical data of arrests in Santi-
ago de Chile. This section summarises the design choices, evaluates the validity of the
algorithm with performance measures, and discusses its applicability.

3.1. Design of the predictive methodology

The construction of predictive algorithms requires the translation of a phenomenolog-
ical problem—how to identify prolific offenders—into a set of mathematical instruc-
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tions (Eaglin 2017). Among the many design choices, the primary decisions are 1)
how to define risk, 2) what predictors to include, and 3) which methodology to imple-
ment. These decisions are a balance between technological capabilities and the tool’s
effectiveness.

The risk of an individual to the police agencies has been interpreted as the likelihood
of an arrested person being arrested again in the foreseeable future. As explained in
Section 2.1, no information on convictions and incarceration is available in the data
set, which restricts the methodology to police arrests. This raises the question of what
length of time should be considered for a future arrest. From an operational perspec-
tive, police agencies would prioritise surveillance resources to high-risk individuals
known to them, balancing a sufficiently short length to conserve resources against
a sufficiently long period to allow for intermittent inactivity of the subject. From
an algorithmic perspective, longer time windows typically come at the price of more
substantial prediction errors. By contrast, brief time windows would make a positive
prediction an anomaly hard to detect. Finding the correct balance depends on the
purpose of the methodology, and most commercial tools used in the justice system
have a prediction window of between one to five years (Latessa et al. 2010, Harris
et al. 2015). For this study, only nine years of historical data is available. Hence, a
prediction window of one year has been chosen. It should be noted that all algorithms
in this study can be adapted to different choices of this time window.

Another critical phase in the model design is the definition of predictive factors
for future arrests. As mentioned in Section 2.1, only administrative data is used in
this study, including past arrests and information on the people involved. All available
metadata will be used in the predictive algorithm. These include numeric variables (age
at arrest, number of family members with arrests), and categorical variables (gender,
marital status, weapon possession). Numerical measures on the prevalence, frequency,
and specialisation of a criminal career (Piquero et al. 2003) have been extracted from
the history of arrests as well.

3.2. Predictive classification algorithms

At this point, the actual algorithm has to be designed to perform the computational ex-
periment of forecasting rearrest from the predictors based on past arrests and personal
attributes. This experimental setting is well suited for classification methods, which
belong to supervised machine learning technology. Different to the non-supervised
machine learning used for clustering in Section 2.4, the objective classes have to be
defined a priori. Here, a binary classification of being rearrested will be used. That
is, each person in the database will be labelled as either ‘arrested’ or ‘not arrested.’
This label has to reflect the stated objective of the study: an arrest within a future
period of one year. However, to train the algorithm, this ‘future’ needs to be known
and extracted from the historical data. For this reason, the newest arrest is considered
as the ‘future,’ and all previous arrests as the ‘history.’ Now, each individual can be
labelled as ‘arrested’ (indicating high risk) when the time window between the newest
and penultimate arrest is less or equal to 365 days. In the case that the individual has
only one arrest registered, or when the newest arrest is more than one year after its
penultimate, it is labelled as ‘not arrested’ (indicating low risk).

With the data consolidated into the standard framework for supervised machine
learning, the training and testing algorithms can readily be performed. In the training
phase, predictive patterns are searched for in a subset of the database. Applying the
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trained model to the rest of the individuals results in a predicted label indicating
the likelihood of a future arrest. Since the objective variable is known for the entire
population, including the out-of-sample population, the accuracy of the prediction
can be measured by contrasting the predicted label with the actual label. Then, the
machine, which has been trained and tested, can be used to forecast arrests of any
individual new to the police agencies.

Five different predictive models are used: decision tree, random forest, logistic re-
gression, naive Bayes, and multilayer perceptron, all available in the open-source li-
brary ‘Scikit-Learn’ (Pedregosa et al. 2011). The performance of these classifiers was
obtained by fivefold cross-validation with a training set of 80% of the database.

It is worth mentioning that similar algorithms have been used for risk assessment
tools in the judiciary system. Other methods considered in the literature also include
numeric risk scores (Hannah-Moffat 2013) and crime-specific predictions, e.g., homi-
cides (Berk et al. 2009, Neuilly et al. 2011) and domestic violence (Berk et al. 2016).

3.3. Performance and accuracy of the algorithm

An essential phase in the construction of machine learning tools is the quantification
of algorithmic errors incurred in the prediction. The most common procedure is to
train the algorithm on a subset of the base population and test the prediction on the
rest. Then, the predicted labels can be compared with the ground truth from the data
set. The experiment adopted here has Boolean labels, that is, values ‘true’ or ‘false,
indicating the likelihood of a future arrest. Thus, the testing procedure results in four
different cases: true positives, true negatives, false positives and false negatives, which
can be visualised in the confusion matrix.

Table 2. The confusion matrix of the decision tree classi-

fier.

real class

arrested not arrested

predicted class
arrested 10.1% 5.8%

not arrested 7.5% 76.6%

The performance results for the decision tree classifier are depicted in Table 2. The
bulk of the forecasts are true negatives, that is, individuals that are labelled as ‘not
arrested’ and are predicted as such. Furthermore, the proportion of true positives is
larger than the populations erroneously predicted. However, even though there are
only a small number of false predictions, these are still significant when compared to
the 10.1% of ‘true positives.’ For example, the 5.8% of ‘false positives’ lead to a level
of precision (also called positive predictive value) of 63%. That is, in 63% of the cases
where the individual is forecasted as a high risk, this individual will indeed be arrested
within a year. Furthermore, the 7.5% of ‘false negatives’ result in a recall (also called
sensitivity or true positive rate) of 57%. This statistic means that from people who
were labelled as high risk based on their arrest history, the algorithm classified a 57%
as high risk indeed.

Note that there is a trade-off between precision and recall. For example, a more
conservative prediction—where a relatively high likelihood threshold is used to be la-
belled as arrested—will improve the precision, but at the expense of diminishing recall.
Balancing the two types of errors is tightly linked to the objective of the methodology.
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There is a moral trade-off between, on the one hand, the operational and social costs
of surveillance of an innocent person and, on the other hand, the societal costs of not
preventing an offence (Cohen and Bowles 2010).

Two of the performance measures that balance both precision and recall are the
F-score and Area-Under-Curve (AUC) statistics. Of these, the AUC measure is the
most commonly used and indicates how likely it is that a randomly selected person
that was rearrested in practice was detected as high risk by the algorithm (Desmarais
et al. 2016). Apart from its significance as a performance measure, there remain several
concerns regarding its use in practice. Indeed, as a statistical measure, it does not give
any legal guarantees on actual offences, nor does it directly explain the reasons behind
the prediction, nor does it estimate the social costs of the errors incurred. Yet, it does
provide valuable information on the classification error of the tool and is an important
statistic to compare different methodologies.

Table 3. The performance indicators of the classification meth-
ods.

method precision recall F-score AUC

decision tree 0.66 0.52 0.52 0.81
random forest 0.63 0.57 0.56 0.81
logistic regression 0.69 0.41 0.51 0.81
naive Bayes 0.58 0.92 0.56 0.81
multilayer perceptron 0.66 0.50 0.56 0.81

Table 3 compares the performance characteristics of the five different classifiers used
in this study. All methods have similar performance measures for the computational
experiment: the AUC is the same for all algorithms. This similarity in the performance
of the different algorithms can be explained by the idea that there is often a multi-
tude of different mathematical descriptions of the same phenomenon (Breiman 2001).
This similarity also suggests that only limited accuracy improvement can be expected
upon changing the machine learning algorithms. Instead, higher performance could
be achieved with a data set that contains more predictive value; for example, a more
extended time history and more variety in the metadata.

Comparing different empirical studies is complicated due to the many apparent
distinctions and subtle differences between databases, algorithms, and experimental
design choices. Even so, the AUC measure is a robust statistic in comparing the per-
formance of different methodologies (Slobogin 2006), and a value of 0.81 is considered
to be excellent (Rudin and Ustun 2018). Furthermore, when compared to related ex-
periments in the justice system that use different databases, model designs, and study
objectives, the performance of the forecasting techniques is superior to many of the
technologies reported in the literature, e.g., Berk et al. (2006, 2009, 2016), Berk (2019),
Neuilly et al. (2011), Kim and Duwe (2016), Zeng et al. (2017), among others. This
supports the algorithmic effectiveness of the present machine learning technique to
identify risks of future arrests from administrative data.

Obtaining excellent measures of the forecasting method is a necessity for adopting
these computational tools in anticipatory policing. Still, it is not yet sufficient to
conjecture the validity of this data-driven approach in the broader context of actual
policing operations. Before eventual adoption of this methodology, further studies
need to be performed to assess any algorithmic biases, interpretation of results, and
the scope of decision-making support.
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4. Conclusions and discussion: predictive policing

As Ridgeway (2018) indicated, “predictive policing remains promising rather than
proven” (p. 411). The gap between the current state and the fulfilment of this promise
presents multiple challenges associated with the technical capabilities, as well as the
logistic and operational realities of modern policing. This article presents a case study
of the application of machine learning techniques, with all its practical and technical
challenges, to a real administrative data set from the Chilean national police force.
In particular, forecasts were made about the future occurrence of rearrests within a
fixed time window. These are based on a nine-year history of arrests in the city of
Santiago de Chile and associated personal data (including gender and age, among
other information) of the individuals that were arrested. The present study focuses on
the algorithmic performance of machine learning rather than mitigating biases in the
algorithmic outputs or creating protocols on applying forecasts to predictive policing.

This study on forecasting methodology adopted several classification algorithms
within a supervised machine learning context. The computational approach consisted
of first training the model and then forecasting the occurrence of a new arrest within
a year after the penultimate one was registered for the out-of-sample population.
Five different algorithms were designed and successfully applied to the administrative
data set. With an overall AUC score of 0.81, which is typically considered to be
excellent (Rudin and Ustun 2018), the performance is in most cases superior to other
case studies on machine learning reported in the criminological literature (see e.g., Berk
(2019) and references therein).

Whereas the predictive performance achieved in this study is impressive, there is
still a significant number of people that are wrongly identified as a high risk for re-
arrest, as well as prolific offenders who remain undetected by the algorithm. In this
case study, all five different techniques achieved a similar performance. This similar-
ity is consistent with the common observation that many different, and equally good
mathematical representations exist of the same problem (Breiman 2001). This suggests
that inaccuracies may come from factors that are not associated directly with the al-
gorithms, but are related to the database and the underlying social phenomena. As
the effectiveness of the machine learning technology depends strongly on the volume,
variety and veracity of the data, the availability of a longer time history and more per-
sonal attributes could lead to the improvement of accuracy (Ridgeway 2018). However,
adding more predictors to the model has to be performed with great care, because it
can dilute the performance of the algorithms when non-representative variables are
included (Ozkan 2019).

In addition to the search for performance of the predictive machine learning al-
gorithms, there are still many challenges that remain before actual deployment for
policing activities. Necessary topics of further research include improvement of algo-
rithmic performance, evaluation of biased information, and the translation of algorith-
mic outcomes to actual police protocols. After all, our machine learning algorithm only
automates the action of interpreting historical data in terms of risks for repeated ar-
rests. This task of pattern recognition can be considered a mimeomorphic action since
it is reproducible, the inner workings can be explained, it does not include knowledge
of culture, and does not interpret the meaning of the variables. Its results must still
be complemented by the human responsibility of performing the polimorphic actions
of interpreting these results in a social and cultural context, and translating them into
new police practices.

A major concern in predictive policing is that administrative data often come from
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biased or discriminatory activities, such as the overpolicing of certain neighbourhoods
and the profiling of demographic groups (Custers et al. 2012). Many machine learning
algorithms tend to yield similarly biased predictions or even reinforce them (Ridgeway
2018, Ozkan 2019, Berk 2019). The mere omission of personal information, such as
race and home address, is insufficient to mitigate biased outcomes, since the actual
bias is already embedded in the arrest history itself (Harcourt 2015). Instead, current
research efforts point towards the inclusion of a notion of fairness in the objectives
of the algorithm (Mohler et al. 2018). For example, instead of only optimising the
accuracy, one could also attempt to level out differences between demographic groups,
and thus limit inequality (Wheeler 2019).

Another aspect that needs to be considered in a potential application of big data
techniques is the interaction between the machine learning algorithms and the humans
that can be expected to try to outwit them (Edwards 2017). In this regard, it is worth
noting that the methodology presented in this study is less susceptible to quick and
direct interaction between police and suspects. For instance, our focus is on individual
arrests rather than criminal organisations, and we have relied only on government-
administered data, without any data from social media. Both of these elements make
the administrative data for this study difficult to alter by the subjects. Having said this,
if machine learning algorithms are adopted by police agencies, they would need to be
updated regularly in order to remain relevant. This would require a constant retraining
of the model when new data become available, which is feasible for the algorithms used.
Another interesting implication is that (commercial) software designed and trained in
another country might not have the expected performance when used in a less research-
intensive region, such as Chile. Although a complete assessment of the cultural impact
on the machine learning algorithm is outside the scope of this study, the previous
observation supports the relevance of model development in different international
contexts.

Finally, any improvements based on machine learning results may ultimately de-
pend on the willingness of police forces to consider and follow such insights (Ridgeway
2018). One of the most significant merits of these predictive policing tools is to antic-
ipate incidences of future crime and use evidence-based allocation of police resources
to individuals that may cause the most harm to society (Hardyns and Rummens
2018). However, no practical protocols are yet available (Ridgeway 2013). Considering
the multiple factors that determine the performance of machine learning, a careful
adoption of quantitative methods into policing operations has to include a variety of
scientific evidence on the inner workings, performance, and precision of the algorithms
considered. To prevent decision-making based on isolated events, it is of utmost impor-
tance to have a multitude of scientific studies on the incorporation of data analytics
into policing operations within different contexts around the world.

In summary, the present study, and its results based on modern machine learning
techniques, are aligned with the decades-old promise that mathematical algorithms
can provide useful information to aid decision-making for policing. However, it also
points out challenges in the scope of these algorithms, and the difficulties in extracting
value from administrative databases for anticipatory police actions. As such, this case
study constitutes a significant addition to the evaluation process for adopting new
technology in police operations, particularly in regard to the use of machine learning
to identify prolific offenders.
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